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Abstract—Multimedia phylogeny is a research field that aims
at tracing back past history of multimedia documents to discover
their ancestral relationships. As an example, it might leverage,
with the aid of other side information, forensic analysts to detect
who was the first user that published online an illegal content
(e.g., child pornography). Although relatively well developed for
images, this field is still not fully fledged when it comes to
analyzing ancestral and evolutionary relationships among digital
videos. Dealing with videos is much more challenging, especially
as temporal dimension comes into play. In this vein, one of
the pivotal tasks for video phylogeny reconstruction is video
synchronization in order to compare temporally coherent near-
duplicate frames among pairs of sequences. In this work, we pro-
pose an algorithm to efficiently select synchronized frame pairs
among videos before calculating their phylogenetic relationships.
This approach underpins the video phylogeny reconstruction and
leverages the analysis on a reduced subset of frames rather
than on the full set, thus decreasing the overall computational
time. Experimental results show the effectiveness of the proposed
method when temporal transformations are considered (i.e.,
change of frame rate and temporal clipping at any point in the
stream).

I. INTRODUCTION

Multimedia phylogeny is a relatively new research field
that aims to go beyond the near-duplicate (ND) detection
problem [1]–[3] by also attempting to trace back the history
and relationships of multimedia objects [4]–[6], in addition to
their provenance. Investigating the history and the evolutionary
process of multimedia documents has immediate applications
in the forensic field. As an example, it paves the way to the
development of more effective copyright infringement analysis
tools. Moreover, it enables forensic analysts to perform deeper
investigations by studying the original digital pieces of a
document rather than eventual copies. Furthermore, it may
leverage the development of news tracking services, providing
means for following and quantifying spreading patterns of
digital objects published online [7].

Given a set of ND objects (e.g., images or videos created
from the same original one through the application of a set
of content-preserving transformations), the multimedia phy-
logeny problem can be split into two founding steps: (i) the
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calculation of the dissimilarity between each ND pair; and (ii)
the reconstruction of the phylogeny graph [5], [8]. The first
step aims at inferring the likelihood of two objects to be in a
parent-child relationship, and must be carried out considering
each ND object pair. The second step aggregates all these
pieces of information to build a directional and acyclic graph
describing the genealogical relationship between all NDs.

Although many solutions for still images have been de-
veloped in the last few years [5], [9], [10], approaches to
analyze evolutionary relationships among video sequences are
still at their early stages. To the best of our knowledge, the
first attempt to solve the problem of video phylogeny tree
(VPT) reconstruction was performed in [6]. The authors suc-
cessfully showed the possibility of applying image phylogeny
tree reconstruction paradigms frame-wise to videos. However,
they considered only a simplistic scenario in which videos
are temporally synchronized and share the same amount of
frames. Building upon [6], the authors of [11] considered a
more challenging setup. They removed video synchronization
assumption and proposed a technique to temporally align
videos under the hypothesis that they share the same frame
rate. Moreover, they studied the impact of different video cod-
ing schemes and parameters on VPT reconstruction, showing
that video compression plays a crucial role in dissimilarity
computation.

Differently from previous works, in this paper, we take the
video phylogeny problem to a more realistic scenario. We
take into account video sequences with different frame rates,
which is customary due to video conversion between different
standards (e.g., 30 to 25 frames per seconds from NTSC to
PAL). Moreover, we consider that bursts of frames can be
deleted anywhere in the stream (e.g., the central portion of
a video). This is a common situation when videos undergo
content summarization techniques (e.g., to remove long pauses
during the clip), or when tampering operations are applied
(e.g., to wipe out a person from a scene by deleting the
frames depicting it). In this context, standard video temporal
synchronization can no longer be achieved due to different
temporal evolution (e.g., 1 s of video is depicted with either
25 or 30 frames) and frame drops (e.g., the heads of two videos
are synchronized, but the tails are not if some frames are
deleted from the center). State-of-the-art VPT reconstruction
solutions are therefore not suitable for this enriched scenario.

To solve this issue, in this paper, we propose an algorithm to
detect temporal coherent frame pairs among videos exploiting
locally sensitive hashing techniques [7].

The goal of the proposed approach is twofold: (i) generalize
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Fig. 1: VPT reconstruction pipeline starting from a pool of ND videos. Dissimilarity values are computed for each video pair and are
aggregated by a tree reconstruction algorithm that returns the estimated VPT. Notation is defined in the manuscript.

the concept of temporal alignment developed in [11] in order
to cope with the aforementioned scenario with video clip-
ping and frame-rate changes; (ii) reduce VPT reconstruction
computational time by working with small subsets of selected
frames rather than whole video streams. Experimental results
show the effectiveness of this methodology applied to the VPT
reconstruction problems when compared to the state of the art.

The remaining of the manuscript is structured as follows.
In Sec. II, we present the VPT reconstruction pipeline used in
the literature, highlighting the problem of temporal synchro-
nization. In Sec. III, we discuss the proposed frame selection
algorithm as a step of the VPT reconstruction pipeline. In
Sec. IV, we present the experiments and discuss the obtained
results. Finally, in Sec. V, we conclude the paper and point
out to possible future work.

A video presentation is also available at http://tinyurl.com/
gpjqz92.

II. VPT RECONSTRUCTION PIPELINE

In this section, we provide some background on VPT
reconstruction. We introduce the pipeline proposed in the
literature and used in this paper, also highlighting the problem
of temporal frame synchronization.

With reference to Fig. 1, two videos are near duplicates
(NDs) if they have been generated from the same sequence ap-
plying a set of content-preserving processing transformations
(e.g., color enhancement, compression, spatial cropping, frame
removal, etc.). Given a set of ND videos, the video phylogeny
tree (VPT) is an acyclic directed graph summarizing the
genealogical relationships between all of them. To blindly
reconstruct the VPT, the pipeline proposed in the literature
[6], [11] comprises two founding steps: (i) dissimilarity com-
putation; and (ii) tree reconstruction.

Dissimilarity Computation. Given a pair of videos, dis-
similarity measures how likely a source video Vsrc may have
been used to generate a target sequence Vtgt through a trans-
formation T within a set T of admissible ones. The rationale
is that, if Vtgt can be generated from Vsrc, then the dissimilarity
between them should be low indicating that Vsrc is probably
parent of Vtgt. Formally, dissimilarity is defined as [11]

d(Vsrc, Vtgt) = min
T−→

β
∈T
L(Vtgt, T−→β (Vsrc)), (1)

where L is the mean squared error (MSE) computed on all
frames (or a subset of them) of the analyzed sequences, and

T−→
β

is the transformation that applied to frames of Vsrc, best
approximates frames of Vtgt according to the metric L. The
rationale is that the MSE must be computed between pairs of
synchronized ND frames, as the comparison of different frame
pairs would lead to meaningless dissimilarity results [11].

To compute dissimilarity, it is necessary to achieve temporal
synchronization and estimate T−→

β
. This is done in four steps:

(a) Temporal alignment: videos Vsrc and Vtgt are temporally
analyzed in order to extract only coherent ND frame pairs.
This step is skipped in [6], whereas in [11] it is performed
according to simplistic assumptions (i.e., sequences sharing the
same frame rate and not affected by frame drops). In this paper,
we use the hash-based approach that we will discuss in Sec. III
to correctly compare ND frame pairs only, thus enabling video
phylogeny reconstruction with videos undergoing spatial and
temporal edits.

(b) Geometric correction: considering that the geometric
transformation that maps Vsrc onto Vtgt is exactly the same for
every frame (e.g., frames are all cropped/resized with the same
parameters), a homography is estimated between two aligned
ND frames Vsrc[x] and Vtgt[y] by matching points of interest
using Speeded-Up Robust Features (SURF) [12] and applying
random sample consensus (RANSAC) [13]. The estimated
transformation is denoted as Tgeo and allows to geometrically
warp each frame of Vsrc into a frame of Vtgt. In [11], a random
frame pair is selected to compute the homography. Conversely,
the proposed alignment algorithm enables the selection of the
matching frame pair for homography estimation according to
a confidence matching value, as we shall explain in Sec. III.

(c) Color/photometric correction: the transformation Tcol
that maps the color histogram values of Vsrc onto those of
Vtgt is estimated. We use the color transfer algorithm in [14]
as done in [11].

(d) Coding/compression matching: Vsrc is encoded using the
same coding scheme and parameters used to encode Vtgt. This
transformation is denoted as Tcod. In this paper, we consider
that the bitstream of Vtgt is available, thus the used codec,
quantization parameter (QP), group of pictures (GOP) size
(i.e., the distance between consecutive intra-coded frames) can
be extracted from header information. Nonetheless, if this is
not possible (e.g., the bitstream is not available, the video is
distributed in the decoded domain, etc.) these parameters can
be estimated according, for instance, to [15], [16]. In [11],
coding is performed on all the frames of each sequence. In
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this work, we only encode a subset of frames selected with
the proposed frame matching algorithm, as we shall discuss
in Sec. III. Moreover, this subset is only encoded in intra-
mode, thus being faster due to the absence of the inter-frame
prediction steps (e.g., motion vector estimation).

After the aforementioned transformations are estimated,
they are stacked up to obtain T−→

β
. Dissimilarity is finally

computed according to Eq. (1), by averaging the frame-wise
MSE computed only on ND frame pairs selected during the
video temporal alignment step. Indeed, we stress the fact
that the comparison of wrong frame pairs during the MSE
calculation severely hinders dissimilarity as discussed in [11].
This is why the estimation of correct ND frame pairs is the
object of our work.

Tree Reconstruction. Once dissimilarity values have been
computed for each ND video pair in the analysis pool, they are
stored into a dissimilarity matrix. This can be interpreted as a
complete graph in which each node is a video and each edge is
the dissimilarity linking a video pair. The VPT can be obtained
from the dissimilarity matrix applying the Optimum Branching
(OB) algorithm [17], for example. This algorithm was already
proposed for image phylogeny reconstruction [10], [18] and
was the same used for the video phylogeny reconstruction by
Costa et al. [11].

III. NEAR-DUPLICATE FRAME SELECTION

In this work, we exploit a hash-based frame selection
approach to VPT reconstruction. The goal is to select pairs
of ND frames within two videos to correctly compute their
dissimilarity, as explained in Sec. II. Without loss of generality,
in this section, we describe the algorithm for a single video
pair Vk1 and Vk2 , as if we were only interested in computing
the dissimilarity d(Vk1 ,Vk2).

The frame selection approach works as follows: (i) each
video is split into burst of consecutive frames, and a binary
hash is computed for each burst; (ii) hashes belonging to frame
bursts of different videos are compared pairwise; (iii) bursts
with similar hashes are detected as NDs; and (iv) a finer
analysis is performed on ND bursts to select a subset of
matching ND frames. Fig. 2 shows the general pipeline whose
steps we shall explain in details next.

Hash Computation. The first step consists in describing
video content over time by means of robust hashes as done
in [7], [19]. In a nutshell, each video Vk is re-scaled to a
resolution of 32× 32 pixels and split into Nk bursts Cnk , n ∈
[1, Nk] of F consecutive frames each. Bursts are overlapped by
F − 1 frames, as shown in Fig. 3. Discrete Cosine Transform
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Fig. 2: Pipeline of the frame selection algorithm between two videos
Vk1 and Vk2 (i.e., first block of Fig. 1). Each block is mapped onto a
step of the proposed algorithm. Notation is defined in the manuscript.

Fig. 3: Example of video split into bursts of F = 64 frames,
overlapped by F − 1 = 63 frames each. Each red line represents
the frames selected within each burst.
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Fig. 4: DCT coefficient selection for both F = 1 (left) and F = 64.
After calculating all DCT coefficients for one burst of frames C, we
select the 64 coefficients c in the marked red regions (DC in the top
left corner).

(DCT) coefficients cnk of each burst Cnk are computed, and
a subset of 64 DCT coefficients is selected. The selected 64
coefficients are binarized according to their median value (i.e.,
coefficients lower than the median are set to zero, the others
are set to one), thus obtaining a 64 bits binary hash hnk that
describes each burst Cnk .

The choice of the number of frames per burst F and which
ones of the 64 DCT coefficients to select is paramount. Indeed,
F determines the temporal resolution of the analysis. Small F
values are more appropriate for videos depicting fast motion
scenes while large F values tend to work better on almost
static scenes. Regarding DCT coefficients, the rationale is to
select only mid-low frequencies that are less affected by video
transformations, thus being similar among ND videos.

In our work, as a good trade-off between accuracy and
complexity, we perform this hash analysis in parallel using
F = 1 and F = 64, respectively. This enables us to work both
on static and fast-motion videos. When F = 1 (i.e., Cnk is one
frame), the applied DCT is two dimensional returning 32×32
coefficients cnk [x, y], x, y ∈ [0, 31]. In this case, we only keep
cnk [x, y], x, y ∈ [1, 8] where the coefficient cnk [0, 0] represents
DC. When F = 64 (i.e., Cnk is a burst of 64 frames), the
applied DCT is three-dimensional returning 32×32×64 DCT
coefficients cnk [x, y, z], x, y, z ∈ [0, 31]. We select coefficients
cnk [x, y, z], x, y, z ∈ [1, 4] as in Fig. 4 herein.

Hash Comparison. For each value of F , once a binary
hash is computed for each Cnk , we compare all pairs of hashes
hnk1 , n ∈ [1, Nk1 ] and hnk2 , n ∈ [1, Nk2 ] to detect which
bursts of frames are possibly NDs. Comparison is performed
by means of Hamming distance as

H(hn1

k1
, hn2

k2
) =

64∑
x=1

hn1

k1
[x]⊕ hn2

k2
[x], (2)

where ⊕ is the eXclusive OR (XOR) operator. Pairs of
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Fig. 5: Examples of M1
H (a) and M64

H (b) for motion videos, one
of which has been temporally clipped in the middle. Two groups of
aligned minima (dark blue) can be well identified.

Hamming distances are stored into a distance matrix

MF
H [n1, n2] = H(hn1

k1
, hn2

k2
), ∀ n1 ∈ [1, Nk1 ], n2 ∈ [1, Nk2 ].

(3)
Low values of H indicate that the hashes are similar, which
means that Cn1

k1
and Cn2

k2
are bursts of ND frames.

Figs. 5(a) and 5(b) show the distance matrices for both F =
1 (i.e., M1

H ) and F = 64 (i.e., M64
H ) computed on a pair of

ND videos characterized by fast motion content. One video has
been temporally clipped in the middle. In this case, M1

H clearly
shows two sets of aligned minima (dark blue) indicating that
ND bursts of frames are present. This information appears
more blurred in M64

H . However, the situation is reversed on
slow motion sequences, in which M1

H appears very blurry,
whereas M64

H allows to correctly detect ND bursts of frames.
Block Selection. For each distance matrix MF

H (i.e., M1
H

and M64
H , separately), we automatically detect the presence

of one or more blocks of matching near-duplicate bursts as
in [7]. In a nutshell, MF

H values are binarized considering a
pre-defined decision threshold τ set to discriminate between
similar and non-similar bursts of frames1(see Fig. 6(a)). Then,
a morphological opening is applied to the binarized distance
matrix to identify connected components and discard spurious
areas of local low values (see Fig. 6(b)). Finally, for each
connected component, the coordinates of the minimum values
along every row and column are sought (see Fig. 6(c)) and a
line passing through them is estimated (see Fig. 6(d)).

Each detected segment represents the mapping between
contiguous blocks of near-duplicate bursts that are common to
the two sequences under analysis. Indeed, let the point [x1, y1]
be the starting point of one segment and [x2, y2] the end of
the segment. This means that frames Vk1 [x1, ..., x2 + F − 1]
and Vk2 [y1, ..., y2 + F − 1] are NDs, where the value F − 1
considers the fact that the alignment was done considering
hashes computed on bursts of F frames overlapped by F − 1.
Moreover, to each segment, we can associate a confidence
score µ given by the average MF

H value of points under the
segment. The lower the score, the higher the probability of
ND matching.

1The value of τ can be easily set using a small training set of video
segments.
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Fig. 6: Intermediate results after each step of the ND bursts selection
starting from M1

H . In this case, two lines are estimated (red and
orange), as central frames of one video were removed.

This step ends returning the best segment (i.e., the one
associated to the lowest confidence score µ), thus merging
results from the analysis with F = 1 and F = 64.

Frame Selection. At this point of the algorithm, each
point (x, y) of the segment obtained at the previous step
provides a mapping between the frames Vk1 [x] and Vk2 [y].
However, notice that this is not a unique one-to-one mapping.
Indeed, when frame-rate changes from one video to another,
the detected segment changes its slope providing a one-to-
many mapping. As an example, passing from 25 to 30 frames
per second (fps), every 25 frames of one sequence are mapped
onto 30 frames of the other one. Therefore, for each x, we end
up matching multiple y values (or vice versa).

As the one-to-many mapping is clearly wrong (i.e., some
frames of a video are matched with non-synchronized frames
of the other video), for VPT reconstruction we only select
pairs of frames Vk1 [x] and Vk2 [y] that respect two conditions:
(i) M1

H [x, y] ≤ τ , and; (ii) Vk2 [y] are intra-coded. The first
condition means only selecting frames with a good matching
score (i.e., small hash distance). The second condition has
a great impact on dissimilarity computation. When frames
of Vk1 will be encoded with Vk2 coding parameters, intra-
coding only will be used. This is faster than inter-coding,
and makes dissimilarity robust against frame drops (i.e., inter-
coding relies on reference frames that may be missing).

Remarks. In the following, we discuss some important
aspects with respect to the impact of the presented algorithm
on VPT reconstruction:

(a) Changes of frame-rate are natively taken into account by
the proposed method, as we do not need to process videos with
a one-to-one frame mapping. This also enables to deal with
frame drops in the middle of the scene. The only underlying
assumption is that ND videos share at least 2 or 3 seconds of
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contiguous content in order to be able to detect at least one
of the aforementioned segments.

(b) To each pair of matching frames Vk1 [x] and Vk1 [y], a
confidence score M1

H [x, y] is naturally associated. Therefore,
the homography computed for geometric registration can be
safely estimated on the matching frame pair with the minimum
M1
H [x, y] value.
(c) The selection of intra-coded frames has a positive impact

on the coding step of the VPT reconstruction pipeline. In
this way, it is possible to encode only frames of Vk1 that
are mapped onto intra-coded frames of Vk2 using intra-coding
only, which is faster than inter-coding.

(d) The frame pair selection method may generate some
outlier matchings. To increase robustness in VPT reconstruc-
tion, it is better to modify the dissimilarity in Eq. (1) to
compute the minimum MSE among the matching frames,
rather than the average. Moreover, we also found that the
dissimilarity benefits from normalizing pixel values of each
frame to constant average and standard deviation. Avoiding
this step makes darker frames weigh more than lighter ones.

IV. EXPERIMENTS AND RESULTS

In this section, we present the experiments we performed to
validate the discussed methods for frame selection for video
phylogeny reconstruction.

Datasets. We carried out the validation of the discussed
temporal alignment for video phylogeny reconstruction on a
set of 250 phylogeny trees of 10 nodes each comprising a
total number of 2, 500 near-duplicate videos. We started from
eight well-known uncompressed sequences at CIF resolution
(i.e., 352 × 288 pixels) of 300 frames each, namely: city,
crew, deadline, foreman, hall, mobile, mother and paris2. For
creating the duplicates, we considered the following possible
transformations: contrast enhancement, brightness adjustment,
spatial cropping and spatial resizing, in any combination. As
video codecs, we selected MPEG-2, MPEG-4 Part 4, and
H.264/AVC randomly changing GOP between 1 and 15 and
the quality parameter (QP) between 1 and 12.

The generated dataset was split into five sets: (i) Dno clip,
NDs without any temporal clipping; (ii) Dclip border, NDs with
possible temporal clipping but only at the beginning or at the
end of the stream; (iii) Dclip middle, NDs with temporal clipping
in the middle of the stream; (iv) Dfps, NDs without clipping
but with possible frame-rate changes; and (v) Dclip fps, NDs with
temporal clipping and frame-rate changes. Table I shows the
datasets’ breakdown. Using such different datasets allows us to
better assess the algorithm behavior in different setups, trying
to simulate a real-world scenario (i.e., mixing every possible
transformation and codec with or without temporal clipping
and frame-rate changes).

For aligned frame selection, we considered the threshold
τ = 16 for binarizing the distance matrices and the opening
operation was performed using a disk with radius of 5 pixels
for erosion and another with radius of 30 pixels for dilation.

2Available at https://media.xiph.org/video/derf/

TABLE I: Parameters used to generate the used datasets. The terms
pclip and pfps indicate the probability of applying time-clipping and
frame-rate change at each node.

N. of trees Frame-rate pfps pclip Clipping size
Dno clip 50 25 fps 0 0 –
Dclip border 50 25 fps 0 0.5 5% – 20%
Dclip middle 50 25 fps 0 1 20%
Dfps 50 25 – 30 fps 0.5 0 –
Dclip fps 50 25 – 30 fps 0.5 1 20%

The chosen parameters are the same used in [7] for the step
of near-duplicate detection3.

Evaluation. To validate the effectiveness of the estimated
phylogeny trees, we used the phylogeny metrics defined in [5]:
(i) Root tells whether the root of the tree has been correctly
estimated (i.e., 1) ot not (i.e., 0); (ii) Edges is the percentage
of correctly detected orientations of children-parents relation-
ships; (iii) Leaves is the percentage of correctly detected
leaves of the tree (i.e., the furthest children in the tree); and
(iv) Ancestry, is the percentage of correctly reconstructed
children-relatives relationships, from the root to the most
distant sons. Each metric provides a value between 0 (i.e.,
worst case) and 1 (i.e., best case).

Results and discussion. All the experiments have been
performed on a Late 2011 MacBook Pro with 8GB of RAM
and a 2.2 GHz Intel Core i7 processor (quad-core). The whole
software was implemented in Matlab, and Ffmpeg was used
to encode and decode video sequences.

We compared the proposed approach with the baseline one
presented in [11]. Notice that we are considering a scenario
in which frame-rate can change. Therefore, a short sequence
may generate a longer one, making the temporal constraint
presented in [11] not applicable. We therefore did not con-
sidered this constraint, and applied the rest of the baseline
algorithm.

Fig. 7 depicts the metrics obtained with the two methods in
two different conditions. Fig. 7(a) shows results averaged on
Dno clip and Dclip border. In this situation, the working conditions of
[11] are verified, and our approach shows performance on par
with the baseline. Fig. 7(b) shows results averaged on Dclip middle,
Dfps and Dclip fps. In this situation, datasets present either frame-
rate changes or temporal clipping in the central portion of the
stream, thus not verifying the working simplifying condition
of [11]. The proposed approach significantly outperforms the
baseline in this scenario. Complementary, Table II reports
results breakdown by quality metrics considering each dataset.
These results confirm the method’s capability of dealing with
video clipping and changes in frame rate.

Finally, Table III reports the average time needed to process
each 10-node tree with both approaches. Times have been
split according to the different steps of the VPT reconstruction
pipeline. Manifestly, the time used to decode and load videos
to memory is exactly the same for both methods. The align-
ment step is slightly heavier with the proposed approach due to
the hash computation and comparison. However, the capability
of working with a subset of frames translates into a notable

3Performing a small exploratory analysis, we concluded that these param-
eters were also appropriate for our work.
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Fig. 7: Results obtained with the baseline approach [11] and the
proposed one: (a) average on Dno clip and Dclip border; (b) average on
Dclip middle, Dfps and Dclip fps.

TABLE II: Results obtained separately on each dataset. When the
assumptions made by the baseline approach are verified, the proposed
method yields comparable results. When frame-rate changes and
clipping are applied at any point of the video stream, the baseline
is greatly outperformed. The best results for each dataset and metric
are in bold.

Dataset Algorithm Root Edges Leaves Ancest. Average
Dno clip baseline [11] 0.800 0.842 0.863 0.808 0.828

proposed 0.840 0.800 0.839 0.772 0.813
Dclip border baseline [11] 0.740 0.853 0.893 0.793 0.820

proposed 0.820 0.840 0.869 0.802 0.833
Dclip middle baseline [11] 0.400 0.491 0.579 0.347 0.454

proposed 0.700 0.722 0.763 0.670 0.714
Dfps baseline [11] 0.460 0.469 0.568 0.347 0.461

proposed 0.720 0.702 0.756 0.628 0.702
Dclip fps baseline [11] 0.440 0.349 0.470 0.301 0.390

proposed 0.700 0.687 0.731 0.625 0.686

computational time saving when applying the final steps of the
method (color, geometric transformations and, finally, coding),
with a final 62% total time reduction.

V. CONCLUSION

Establishing provenance and association among image and
video assets is paramount for understanding how these digital
objects are manipulated and distributed over time and mul-
timedia phylogeny is an enabling factor for such analyses.
However, as we discussed in this paper, when it involves
videos, there are a number of complicating factors into place
how to temporarily align two videos to properly compare them
in space and time and the computational time required to
calculate the phylogeny relationships among videos.

In this paper, we attacked both problems. For the former,
we proposed an algorithm to synchronize frame pairs between
near-duplicate video sequences, exploiting a local sensitive
hashing technique. For the latter, we further refine the hash-
based comparison approach to select only intra-coded match-
ing frames thus saving further computational time.

The method was validated on a dataset of 2,500 video
sequences transformed according to different processing op-
erations. Experiments confirmed that the proposed approach
enables frame synchronization in more complex scenarios than
those considered up to now in the literature (i.e., changes
of frame rate and temporal clipping at any point in the
stream). Moreover, our algorithm grants reduced computa-

TABLE III: Average computational time to reconstruct a 10 nodes
VPT.

Algorithm Load Align Color Geom Coding Total
baseline [11] 17.9 s 26.4 s 150.6 s 111.3 s 257.3 s 563.6 s
proposed 17.9 s 38.2 s 50.5 s 43.6 s 62.7 s 213.1 s
Percentage gain 0% -44.5% 66.5% 60.8% 75.6% 62.2%

tional complexity to VPT reconstruction, making it amenable
for execution even on consumer laptops.

Future work will be devoted to the design and development
of alternative VPT reconstruction pipelines that natively avoid
the comparison among all ND objects, which is a pre-requisite
for scalability. A first step in this direction would be selecting
the most important near duplicates according to a ranking mea-
sure and calculating their dissimilarity on-the-fly, as initially
exploited for the still-image domain by Dias et al. [20].
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